RESEARCH AND DEMONSTRATION OF VIDEO STREAMING ON UNMANNED AERIAL VEHICLES (UAV) NETWORKS

Harvard University

APPROVED FOR PUBLIC RELEASE; DISTRIBUTION UNLIMITED.

STINFO COPY

AIR FORCE RESEARCH LABORATORY
INFORMATION DIRECTORATE
ROME RESEARCH SITE
ROME, NEW YORK
NOTICE AND SIGNATURE PAGE

Using Government drawings, specifications, or other data included in this document for any purpose other than Government procurement does not in any way obligate the U.S. Government. The fact that the Government formulated or supplied the drawings, specifications, or other data does not license the holder or any other person or corporation; or convey any rights or permission to manufacture, use, or sell any patented invention that may relate to them.

This report was cleared for public release by the Air Force Research Laboratory Public Affairs Office and is available to the general public, including foreign nationals. Copies may be obtained from the Defense Technical Information Center (DTIC) (http://www.dtic.mil).

AFRL-RI-RS-TM-2008-20 HAS BEEN REVIEWED AND IS APPROVED FOR PUBLICATION IN ACCORDANCE WITH ASSIGNED DISTRIBUTION STATEMENT.

FOR THE DIRECTOR:

/s/        /s/
DAVID L. HENCH    WARREN H. DEBANY, JR.
Work Unit Manager    Technical Advisor, Information Grid Division
Information Directorate

This report is published in the interest of scientific and technical information exchange, and its publication does not constitute the Government’s approval or disapproval of its ideas or findings.
# RESEARCH AND DEMONSTRATION OF VIDEO STREAMING ON UNMANNED AERIAL VEHICLES (UAV) NETWORKS

## Authors
H. T. Kung

## Performing Organization Name(s) and Address(es)
President and Fellow of Harvard College
Harvard University
1350 Massachusetts Ave, Suite 600
Cambridge MA 02138-3846

## Sponsor/Monitoring Agency Name(s) and Address(es)
AFRL/RIGC
525 Brooks Rd
Rome NY 13441-4505

## PERFORMING ORGANIZATION REPORT NUMBER
AFRL-RI-RS-TM-2008-20

## DISTRIBUTION AVAILABILITY STATEMENT
APPROVED FOR PUBLIC RELEASE; DISTRIBUTION UNLIMITED. PA# WPAFB 08-3258

## ABSTRACT
This project has led to a number of findings and conclusions. The main results concern the task of using one or more Unmanned Aerial Vehicles (UAVs) to relay messages or videos between two distant ground nodes. A protocol, called “load-carry-and-deliver” (LCAD), has been developed and implemented, where a UAV load from a source ground node, carries the data while flying to the destination, and finally delivers the data to a destination ground node. For delay-tolerant applications like latency-insensitive bulk data transfer and video streaming, it is demonstrated in field experiments that LCAD can maximize throughput.

In addition, the project delivered a simple lab demonstration system to AFRL which shows the feasibility of dynamically adapting video source coding, based on the quality of the video transporting wireless link.

## SUBJECT TERMS
UAV relay, load-carry-and-deliver, throughput-maximizing, flight-path design, video source adaption to wireless link quality
Executive Summary

Work of this project has led to a number of findings and conclusions. Most of these results have been published:


Reprint of the first publication is attached to this report.

Our main results concern the task of using one or more Unmanned Aerial Vehicles (UAVs) to relay messages between two distant ground nodes. For delay-tolerant applications like latency-insensitive bulk data and video transfer, we seek to maximize throughput by having a UAV load from a source ground node, carry the data while flying to the destination, and finally deliver the data to a destination ground node. We term this the "load-carry-and-deliver" (LCAD) paradigm and compare it against the conventional multi-hop, store-and-forward paradigm. We have identified and analyzed several of the most important factors in constructing a throughput-maximizing framework subject to constraints on both application allowable delay and UAV maneuverability. We have obtained performance measurement results for IEEE 802.11g devices in three flight tests, based on which we derive a statistical model for predicting throughput performance for LCAD. Our methodology could be of essential importance for allowing better flight-path design to achieve high throughput.

Summary of Results

In the following paragraphs, we provide an elaboration of our results.

We investigate two methods for maximizing throughput in practical networks where low-altitude low-speed UAVs serve as relays for ground nodes. More specifically, we consider the task of using one or more UAVs to relay packets between two distant ground nodes. We seek to maximize the throughput for delay-tolerant applications such as bulk data transfer, video streaming or sensor data collection. We focus on the use of IEEE 802.11 radio equipment for the communication.

Our first approach for maximizing throughput is to exploit controlled mobility of UAVs. We evaluate the performance of a simple Load-Carry-and-Deliver network that uses a single UAV to load data from a source ground node, carry the data while
flying to the destination, and finally deliver the data to a destination ground node. We identify and analyze several necessary optimality conditions for the system, evaluate its performance in field experiments, and derive an empirical communication performance model using the results collected from the experiments. The measurement results show that the throughput performance using IEEE 802.11 radios with aerial nodes can be predicted with good accuracy, and we can use the performance model to schedule communication and adjust flight path for maximizing throughput in the relay networks. The experimental results also show that the performance asymmetry of radio equipments must be taken into account in order to maximize throughput, and this can be achieved by guiding the design of the flight path and transmission schedule with the empirical communication link model.

Our second approach for maximizing throughput is to use multiple radios in parallel. This is especially useful for IEEE 802.11 radios because a single radio can only use a fraction of the total available spectrum. Unfortunately, interference problems are inevitable when there are multiple radios trying to transmit at the same time. We consider three system methods for parallel channel use in a multi-hop network, discuss the co-channel interference issues as well as adjacent-channel interference issues each is likely to experience, and evaluate their performance in field experiments. Among the three, the Time-Division Multiplexing (TDM) method achieves the best performance in the experiments because it incorporates several techniques designed to mitigate several forms of interference. Although global timing synchronization and scheduling are required by the TDM method, the interference mitigation techniques can be used without them in the LCAD relay networks, where packets are not relayed through a contemporaneous route, for effective parallel channel use. For maximizing throughput in a relay network using multiple UAVs, we compare two relay paradigms, MHR (Multi-Hop Relay) and LCAD (Load-Carry-and-Deliver). Under simplified assumptions, we analyze their delay-throughput trade-offs, and highlight the areas in which one paradigm can outperform the other. In general, MHR can achieve a higher throughput when the allowable delay is small and when only few UAVs can be used; LCAD, on the other hand, can achieve a higher throughput when the allowable delay is large and when more UAVs can be used. From the system’s perspective, these two paradigms also exhibit different properties.

We believe that some unique properties of LCAD make it a better paradigm for using UAVs in practical relay networks. In particular, because LCAD uses the least number of transmissions to deliver a packet, it can achieve a better performance by
minimizing the effect of interference as well as avoiding the complexity in managing flight path and transmission schedule of nodes with asymmetric radio performance. In summary, to implement a throughput-maximizing UAV-based relay network using IEEE 802.11 radios, the Load-Carry-and-Delivery paradigm represents a promising design approach. It exploits controlled mobility of UAVs for desirable delay-throughput trade-offs as well as allows good performance scalability through the use of multiple UAVs. It also minimizes the effect of interference that often limits the throughput of a multi-hop relaying network, and does not require complicated flight path design and transmission schedule that must consider all relay nodes simultaneously.

The low-cost readily-available IEEE 802.11 radios has a reasonably predictable performance for the LCAD paradigm to be effective. More specifically, performance of IEEE 802.11 radios can be reasonably predictable in a rapid-changing ad-hoc environment, as a result, exploiting controlled mobility of UAVs is an effective approach for maximizing throughput if interference is also carefully mitigated. On the other hand, parallel use of multiple IEEE 802.11 radios for increasing throughput is susceptible to adjacent-channel interference due to imperfect transmit power filtering, but several system techniques can be effective in alleviating somewhat the impact when the relay network is designed to minimize the effect.

This work explores the use of UAVs for enhancing networking performance, and demonstrates one example where the use of UAVs can increase throughput as well as enable delay-throughput trade-off via flight path designing and transmission scheduling. The work represents one of the first efforts towards the use of UAVs for networking.

**Future Directions**

We discuss some future directions which could be worth pursuing.

Our work considers the use of fixed-wing aircraft, but other types of aircraft, helicopter in particular, could also be used. Unlike fixed-wing aircraft, that has to maintain a minimum speed moving forwards in order to generate the lift, helicopter has the ability to hover as well as fly forwards, backwards and laterally. Helicopter’s ability to hover could simplify the task of flight path design for maximizing throughput. For example, instead of carefully implementing a throughput-maximizing flight path that is computed based on empirical performance model, the helicopter can
be instructed to hover at a point where the communication reaches full utilization. As a result, helicopter may be more desirable than fixed-wing aircraft for use in networking. The use of helicopters in networking as well as comparing properties of networking using helicopters and using fixed-wing aircraft merit further studies.

The MHR and LCAD are two extremes in the space of designing relay networks using UAVs. Although we only consider these two in this work, in practical applications some designs that are not at the extremes might be more desirable. There are interesting applications where the separation distance between ground nodes is small (e.g., hundreds of yards), and LCAD can be a good design for these applications. However, as the separation distance increases, the transit delay of LCAD can become intolerable because it depends on how fast a single UAV can travel the distance. In order to reduce the transit delay, the design must incorporate relays between UAVs as in MHR instead of letting each UAV operates independently as in LCAD. MHR uses all available UAVs to perform as many relays as possible to achieve the minimal transit delay, but it suffers the consequences of interference due to transmissions from nearby UAVs, as well as being vulnerable to UAV failures because every packet must travel through each UAV. Clearly, the two extremes have their advantages and disadvantages; consequently, a hybrid of the two paradigms may lead to a better design.

One example of a hybrid design can be implemented by dividing a LCAD network into several smaller LCAD sub-networks, where each sub-network covers only a segment of the separation distance and together they form a network that can relay packets between the two ground nodes. A packet originated from SGN destined to DGN then traverses all of the LCAD sub-networks—a packet is being carried by a UAV from one end of the sub-network to the other end, and is relayed to another UAV in the next sub-network using relay. It is natural to use multiple UAVs in each LCAD sub-networks for higher throughput and redundancy. As the number of LCAD sub-networks increases, more relays are used and as a result, the transit delay is reduced. However, as the number of LCAD sub-networks increases and the segment size of the sub-network decreases, interference arises and can limit the throughput of the network. Clearly, a hybrid design has other aspects of trade-offs, and this deserves further studies.

Although the networking scenario considered in this work consists of a single source and a single destination, in practice multiple-source multiple-destination networking scenarios are more prevalent. One approach to the multiple-source
multiple-destination networking problem using UAV is to reduce the problem into the problem we investigated in work, by clustering sources and destinations into one of each. This is feasible when the sources can communicate with each other via multi-hop routing among themselves, and when the destinations can also communicate with each other. This way, a specific node is designated as SGN and all other sources cooperatively relay their packets to SGN via multi-hop routing on the ground. Furthermore, another node is designated as DGN and it dispatches packets to their respective destinations when the packets are delivered to it by the UAVs.

The problem of networking using UAVs to deliver packets from multiple sources to multiple destinations with the goal of maximizing throughput while subject to a delay constraint is similar to the well-known Dial-A-Ride Problem in demand-responsive transportation systems. The Dial-A-Ride problem is modeled as follows. The system is given n customers, each at some initial position and each has a target destination, the system has a vehicle (e.g., taxi) of capacity k and the goal is to transport each customer to their destination while minimizing the total distance traveled. The Dial-A-Ride Problem is NP-Hard but there are several approximation algorithms exist for the problem. The use of UAV for networking in such scenarios require further studies, and additionally, radio communication performance under flight paths with different degree of maneuver can add another dimension of complexity to the problem.

In conclusion, using UAVs to assist networking is a promising direction for several challenged networking scenarios. Our work attempts to answer some of the basic questions, and hopefully the answers and results can foster further research into this area.
Maximizing Throughput of UAV-Relaying Networks with the Load-Carry-and-Deliver Paradigm

Chen-Mou Cheng  Pai-Hsiang Hsiao  H. T. Kung  Dario Vlah
doug, shawn, htk, dario}@eecs.harvard.edu  
School of Engineering and Applied Sciences  
Harvard University

ABSTRACT

We consider the task of using one or more Unmanned Aerial Vehicles (UAVs) to relay messages between two distant ground nodes. For delay-tolerant applications like latency-insensitive bulk data transfer, we seek to maximize throughput by having a UAV load from a source ground node, carry the data while flying to the destination, and finally deliver the data to a destination ground node. We term this the "load-carry-and-deliver" (LCAD) paradigm and compare it against the conventional multi-hop, store-and-forward paradigm. We identify and analyze several of the most important factors in constructing a throughput-maximizing framework subject to constraints on both application allowable delay and UAV maneuverability. We report performance measurement results for IEEE 802.11g devices in three flight tests, based on which we derive a statistical model for predicting throughput performance for LCAD. Due to the nature of commercial off-the-shelf systems, this methodology is of essential importance for allowing better flight-path design to achieve high throughput.

I. INTRODUCTION

The low cost and high performance of commercial, off-the-shelf (COTS) wireless equipment, such as the IEEE 802.11 wireless LAN (“Wi-Fi”), make it now practical to use in small, low-altitude Unmanned Aerial Vehicles (UAVs). This new capability has enabled many applications in UAV networking. For example, UAVs can act as relays between ground stations that could not otherwise communicate due to distance or obstructions. Multiple UAVs could simultaneously detect, record and track wildfires. Last but not least, UAV networks can be deployed on demand to create an instant communication infrastructure. This can be useful in emergency situations, such as following a hurricane, or even in everyday scenarios, such as during a major sporting event.

There are uncertainties with these UAV-based networks that go beyond the usual capacity and quality-of-service concerns found in wireless mobile networks. There are UAV-specific issues, such as rapid changes in link quality due to UAV’s banking and traveling at relatively high speeds, as well as the relatively low tolerance of the 802.11 receivers to radio interference [1][2].

Here, we consider a new type of networking paradigm, called “load-carry-and-deliver” (LCAD), that is specifically tailored to the task of using one or more UAVs in relaying messages from a source to a destination ground node. Under LCAD, a UAV will load data from the source ground node, carry it while flying towards the destination, and finally deliver it to the destination ground node.

LCAD is similar to previously proposed data ferrying schemes. However, in this paper we consider for the first time the throughput maximization of basic loading and delivery steps using realistic link models and validate with field experiments. Most previous works use simplified communication models, such as the ideal unit-disc network model, that are considered to be inadequate for practical COTS radios [3]. Our results are complementary to the works on message ferrying [4][5][6] by Zhao et al., which examine how the non-randomness of mobility, or even controlled mobility, can improve network-wide message delivery and energy consumption under simplistic link models.

A second unique result of our work is the link models we derived from empirical measurement data, which will allow us to construct and characterize actual flight paths that the UAVs can execute. This is unlike previous works that only consider finding an “abstract path,” that is, a sequence of nodes to visit or a representative path defined by simple way points. For example, the latter is the approach that Brown et al. [7][8] used for roaming UAVs to deliver packets via controlled mobility. Although the LCAD paradigm incurs a longer data delivery delay than conventional store-and-forward, LCAD does have a number of important advantages. First, LCAD can achieve high throughput performance by ensuring that UAV’s communication with the source and destination ground nodes is free of interference from other nodes in the same networking system. In contrast, other 802.11-based multi-hop networks usually suffer from severe interference problems [1][2]. Second, LCAD can scale its throughput by using multiple relaying UAVs in a pipelined fashion for data delivery, while other approaches often cannot due to interference and medium sharing constraints [9][11]. For these reasons, LCAD is attractive for those delay-tolerant applications that demand high networking bandwidth, such as bulk data transfer.

This work represents a step towards an optimization-oriented design framework for a UAV-assisted relaying net...
work. We will present analysis on fundamental necessary conditions of optimality and put forward a perspective through which we can design practical protocols and UAV flight paths to achieve such optimality. Furthermore, our work includes protocol provisions specifically designed for efficient loading and delivery of data in practical settings.

The rest of this paper is organized as follows. In Section II, we will provide a detailed description of the LCAD paradigm, along with an analysis leading towards a throughput-maximizing framework based on empirical link performance modeling. In Section III, we will describe the methodology we have used for our UAV flight experiments. In Section IV, we will report the measurement results from these experiments, based on which we will construct a statistical performance model. We will then conclude this paper in Section V.

II. THROUGHPUT-MAXIMIZING LCAD NETWORKING

In this paper, we focus on the use of IEEE 802.11 radios, and we will assume a fixed data transmission rate in the following analysis. Although 802.11 radios can change the transmission rate dynamically in response to changes in the channel condition, we believe the performance may not be as good in a rapidly changing environment due to lack of efficient channel information feedback mechanisms. For example, several of the current rate adaptation algorithms select transmission rate by sending packets at different rates to probe the channel and observing their packet error rates [10]. In a rapidly changing environment such as a UAV network, the observation is likely to be noisy and will soon become obsolete, resulting in poor rate adaption performance. For similar reasons, we also exclude the use of transmission power adaption techniques and assume the use of a fixed transmission power.

LCAD is a communication paradigm for delivering a stream of packets from one fixed ground node to another. Under LCAD, a mobile UAV node buffers packets received from a source ground node (SGN), carries them while flying towards the destination, and finally delivers them to the destination ground node (DGN). Figure 1 illustrates the working of the LCAD paradigm.

Communication in LCAD networking is divided into three stages. The first is the load stage, where SGN transmits to UAV. The second is the carry stage, during which no one transmits. The third is the deliver stage, in which UAV transmits to DGN those packets it received from SGN. The important design decisions in LCAD networking include the time allocation for each stage, as well as the design of the UAV trajectory.

When a UAV cyclically flies along the same path, such as the oval-shaped flight path shown in Figure 1, the achieved long-term throughput $\mathbb{T}$ can be expressed as $P_{\text{ pkt delivered}}/T_{\text{cycle}}$, where $P_{\text{ pkt delivered}}$ is the total number of packets delivered to DGN by UAV in one cycle, and $T_{\text{cycle}}$ is the flight time for one cycle.

Let us decompose $T_{\text{cycle}}$ into $T_{\text{load}}$, $T_{\text{carry}}$, and $T_{\text{deliver}}$, each denoting the time that UAV spends in the respective LCAD stage. For simplicity, $T_{\text{carry}}$ includes the time on the return leg from DGN to SGN. When necessary, we will use $T_{\text{idle}}$ to refer to the time spent in this return leg.

A first necessary condition for achieving maximal throughput is that $T_{\text{carry}}$ must include only the time during which the UAV is out of communication range of either SGN or DGN. Otherwise, the system is wasting transmission opportunities. Thus, $T_{\text{carry}}$ is determined by UAV speed, the distance between the two ground nodes, and the communication range of the wireless devices used.

Let $\mathcal{D}$ be the transit delay budget the application imposes on packet delivery. The transit delay is defined to be the amount of time a packet spent in transit through the network—the time between when the packet is first enqueued at SGN and when the packet is delivered to DGN. The worst case transit delay is $T_{\text{cycle}} + T_{\text{carry}} - T_{\text{idle}}$, experienced by the first packet after a load stage, and so the combined time allocated for the load and deliver stage must satisfy the following condition: $T_{\text{load}} + T_{\text{deliver}} < \mathcal{D} - 2T_{\text{carry}} + T_{\text{idle}}$.

Another necessary condition for achieving maximal throughput is that the load stage does not over run or under run the subsequent delivery stage. In either of these cases, the load for the two stages could have been better allocated. Suppose that the single-hop throughput is constant during both $T_{\text{load}}$ and $T_{\text{deliver}}$. Then to achieve the maximal end-to-end throughput, UAV must spend an equal amount of time in the two stages, i.e., $T_{\text{load}} = T_{\text{deliver}} = (T_{\text{cycle}} - T_{\text{carry}})/2$. If the single-hop throughputs, $R_{\text{load}}$ and $R_{\text{deliver}}$, are unequal but are constant, then $T_{\text{load}} = \frac{R_{\text{load}}}{R_{\text{load}} + R_{\text{deliver}}} (T_{\text{cycle}} - T_{\text{carry}})$ and $T_{\text{deliver}} = \frac{R_{\text{deliver}}}{R_{\text{load}} + R_{\text{deliver}}} (T_{\text{cycle}} - T_{\text{carry}})$.

In reality, the single-hop throughput is likely neither constant nor symmetric. A popular, more realistic path-loss model assumes that the single-hop throughput is a monotonic function of distance—it increases monotonically as distance decreases until it reaches the full rate. In this case, it is straightforward to design a flight path and the associated schedule to maximize the overall throughput. An example is to have the UAV flying around SGN in the smallest-possible circular path during the load stage. Under this model, the single-hop throughput is higher than that when the UAV is moving towards or away from SGN. As a result, the average single-hop throughput for the period of $T_{\text{load}}$ increases with circling time. Consequently, to achieve maximal throughput, the UAV must fly a cycle with maximum $T_{\text{cycle}}$ that satisfies the delay constraint, and allocate the time for $T_{\text{load}}$ and...
We conclude that a good single-hop throughput model is key for throughput-maximizing LCAD networking because it allows for optimal stage-time allocation and flight-path design. It also provides better insight into the delay-throughput trade-off. However, even a distance-based model described above is too simplistic in the face of real-world factors such as relative angles and polarization between the transmit and receive antennas, perturbations in the UA V positions and attitudes, and Doppler effects associated with UAV speed. We will report our evaluation of more detailed model including some of these factors in Section IV-A.

We may use multiple UAVs in a pipelined fashion, as illustrated in Figure 1. We can schedule these UAVs such that a UAV’s load stage always overlaps with the other UAVs’ carry or deliver stages, and that its deliver stage always overlaps with the other UAVs’ load or carry stages. However, when the number of UAVs exceeds a certain threshold, there could be some complications. For example, two adjacent UAVs could be so close to each other, in either the load or deliver stage, that there could be contention and interference between their transmissions. The use of LCAD with a large number of UAVs merits further investigation.

III. NETWORK TESTBED AND FLIGHT EXPERIMENTS

In this section, we describe our testbed setup and some flight experiments with LCAD. The testbed was built for the purposes of evaluating LCAD throughput performance and characterizing the wireless links.

Our networking testbed consisted of a UAV node and two ground nodes—SGN and DGN. These nodes were made up of single-board x86 computers made by Thecus, and were equipped with Wistron CM9 802.11a/b/g adapters (Atheros chipset) with 18dBm transmit power. We used a custom-made 2-dBi dipole antenna on all the nodes. The dipole antenna on the ground node was vertically placed and elevated to about 25 inches above ground (cf. Figure 2 (a)). The dipole antenna on the airplane was vertically placed beneath the wing (cf. Figure 2 (b)). The UAV was built from a Senior Telemaster model airplane kit [11], and the computer equipment was installed inside its body compartment. The two ground nodes were placed on the opposite ends of the runway, separated by 550 yards.

The UAV had an on-board GlobalSat BU-353 GPS receiver (cf. Figure 2 (c)), which provided position information at the resolution of 1 Hz. We had performed a coarse calibration of the GPS, and we found that errors in its reported coordinates were normally within 5 meters. The UAV’s GPS trace and the stationary ground nodes’ coordinates allowed us to analyze various performance parameters as functions of distance and elevation angle.

The UAV flew in an oval-shaped flight path at an average altitude of 80 yards. An example of such path is shown in Figure 3. The airplane was operated by a human operator on the ground through radio control. Even though the operator tried to follow a predetermined path, there were inevitably noticeable variations in the actual path traversed.

The results reported in Section IV are based on the traces collected in three flight runs that took place on two days one week apart. The first run lasted for 712 seconds on the first day. The second (380 seconds) and the third (637 seconds) runs took place on the second day. During these runs, the airplane completed a total of 20 round trips between the two ground nodes. Although we tried to keep the testbed configuration identical for both days, the weather conditions in terms of wind speed and direction, as well as the airplane operators were different.

A. A Lightweight LCAD Protocol

Since the speed of the aircraft and the distance between SGN and DGN were known, we only needed to measure the achieved single-hop throughput for the load and deliver stages in order to compute the overall achieved throughput. Thus, in our experiments, we used an empty carry stage and kept the UAV either in load or deliver stage. To decide the current stage of the UAV node, a daemon process on the UAV node computed the distances from its current GPS coordinates to those of SGN and DGN, respectively. If the UAV was closer to SGN than DGN, it would put itself in the load stage. Otherwise, it would be in the deliver stage. The UAV constantly broadcast beacons at a fixed interval (200 ms) to indicate which one of the two stages it was currently in.

When the UAV is in deliver stage, it sends data packets at full rate to DGN until it enters load stage. If the UAV receives beacons indicating that the UAV is in load stage, it transmits data at full rate to UAV. SGN stops data transmission either when it receives beacons indicating that UAV is no longer in load stage, or after not receiving beacons for 3 consecutive
intervals (600 ms). It is important that SGN stops transmission outside of load stage because its transmission could contend with that of UAV or interfere with reception at DGN. We note that the LCAD protocol here uses a relatively small number of beacon packets so as to minimize the pollution introduced on packet-error measurement and link characterization.

B. Trace Collection

In our experiments, all nodes used channel 11 of 802.11g, with the link-layer transmission rate fixed at 6 Mbps. All data packets (1,500 bytes, including IP/UDP headers) and beacon packets (64 bytes, including IP/UDP headers) were generated with sequence numbers. In addition, all packets were sent to a network broadcast address, so there was no link-layer retransmission. As a result, we will report the raw packet error rate at the physical layer without ARQ (Automatic Repeat-reQuest). To shorten the control loop between UAV and SGN, we reduced the madwifi driver’s transmission queue size to 4 packets and the Linux socket buffer size to 3 packets. These settings reduced queuing in the operating system and avoided excessive delays for both beacon and data packets.

We also collected the timestamp and sequence number of each data or beacon packet sent and received. The timestamp of a sent packet is generated when the socket function call sendto() returns, while that of a received packet is generated when recvfrom() returns. In addition, UAV’s positions were logged along with timestamps for interpolating distance between transmitter and receiver when a particular packet is received.

IV. EXPERIMENTAL RESULTS AND DISCUSSION

In this section, we will begin with a summary of LCAD performance measured during 20 complete cycles performed over three runs. A detailed list of the results and time breakdown for each stage is available in Table II of the Appendix. We will then continue with link characterization and construction of statistical packet error models.

We first summarize the throughput utilization for the three runs. The throughput utilization for each cycle is the ratio of the total number of packets delivered to DGN divided by cycle time. The total number of packets delivered is computed by taking the minimum between the number of packets received by UAV and that by DGN—at most that many packets sent by SGN eventually reached DGN. The result shows that the average throughput utilization for the first run is 0.2283 ± 0.0369, 0.2837 ± 0.1345 for the second run, and 0.3176 ± 0.0278 for the third run.

From our earlier experience with 802.11g, we learned that the maximum distance between two ground nodes with similar configurations cannot exceed 50 yards if they need to communicate at a reasonably low packet loss rate using 802.11g. In this testbed, it would take additional ten ground nodes to form a relay chain connecting SGN and DGN. Li and et al. reported that the throughput utilization of a 7-node relay chain using 802.11b radios is about 0.25 [1]. The throughput results from the three runs show that LCAD can perform better than the traditional multi-hop ground relay chain.

We observe that the utilization is lower than the average packet error rate (PER) suggests. The average PER for the first run is 0.4223 for load stage and 0.3001 for delivery stage, 0.105 and 0.3389 for the second run, and 0.1147 and 0.2426 for the third run. These error rates should allow an even higher throughput than measured. However, there is an additional loss of efficiency due to buffer underruns or overruns. Figure 4 shows the histogram for the buffer occupancy of the 20 cycles. Negative buffer occupancy indicates that a buffer underrun occurred, and the UAV node could have sent that many more packets if the buffer were not empty. Positive buffer occupancy is the number of packets left in the UAV’s queue at the end of a cycle. These packets will be discarded. The average number of packets delivered in a cycle is about 7000 packets, so the buffer occupancy values in the figure indicate a serious imbalance between LCAD stages, which leads to a significant loss in utilization.

The average length of the cycles was 63 ± 8.7 seconds. Within these cycles, the time devoted to load and deliver stages of LCAD was slightly biased toward the load stage. The average ratio of $T_{load}/T_{deliver}$ was 1.23 ± 0.16.

![Buffer occupancy histogram constructed from the 20 flight cycles.](image)

Figure 5 shows the details of the third cycle in the second run (labelled as “2-3”). The performance results are reported at 1-second intervals for the purpose of investigating correlation at a finer granularity than the numbers reported in Table II. Among the six rows, the fifth row compares efficiency loss and modeled path loss. Efficiency loss incorporates packet errors and halted SGN transmission due to lost beacons. The modeled path loss is the amount of signal attenuation in dB, normalized with respect to the maximal observed attenuation in the experiments. Such attenuation is predicted by a free-space propagation model plus an approximate antenna gain pattern, which we will describe in more detail in the following section.

The fifth row shows the correlation between the efficiency loss and modeled path loss. We do notice that there are discrepancies in some samples. For example, while the modeled path loss does not change as much, PER increases sharply around 370 second in load stage and 402 second in deliver stage. We believe the discrepancies mainly result from an effect of antenna cross-polarization when the UAV banks while making a turn. There are other minor effects, such as velocity and ground reflection, that may contribute to efficiency loss. We will construct a statistical model to better quantify the
correlation in the next subsection.

A. Link Characterization

In this subsection, we present an empirical model for link performance prediction. Link performance models are of essential importance to throughput-maximizing flight-path design. In order to help flight-path design, these models can only use information that is available at design time. This may include characteristics of system components such as wireless transceiver and antenna. It may also include trajectory of UAV, which can be obtained at the output of the flight-path design and used in the next design iteration. It cannot use, for example, instantaneous signal strength because that information is not available prior to flight. Because of this, our model will predict link performance for the particular system at hand solely based on UAV trajectory information.

From trajectory, we first derive two important factors that influence link performance. The first one is the distance between the UAV and ground nodes. In many models, distance is the only factor considered. The second factor is the elevation angle \( \phi \) of the UAV, as seen by the ground node, which plays a role because we use vertical dipole antennas. Specifically, \( \phi \) is defined as the angle between the direction of the antenna and the incident direction of the radio waves from the UAV. For example, \( \phi = 0 \) when the UAV is directly above the ground node. In this case, the link performance is usually very poor because the UAV and ground nodes are in the antenna “null” of each other [12]. We can confirm this by looking closely into the visualization of one of the cycles in Figure 5.

We will combine the effect of these two factors into a variable called the “modeled path loss.” First, because the UAV usually maintains a line of sight to the ground node that it intends to communicate with, the free-space propagation model should give a good prediction on the propagation loss. On top of that, we will add the signal loss due to the elevation angle \( \phi \) perceived by the ground node, computed as follows. The magnitude of the electrical field due to radiation from a half-wavelength dipole antenna at an elevation angle \( \phi \) is approximately proportional to \( \cos(\frac{\pi}{2}\cos(\phi)/\sin(\phi)) \) [12], which can be further approximated to \( |E(\phi)| = \sin(\phi) \). Combining these two losses together, we will have the modeled path loss: \( L = 20 \log_{10} f + 20 \log_{10} d - 20 \log_{10} (|E(\phi)|) - 147.56 \), where \( f \) is the central frequency of the channel [12].

We will use efficiency loss instead of packet error rate as our performance metric because the latter tends to underestimate the true packet error rate when SGN is not transmitting due to lost beacons. We will seek a complete statistical characterization of the relationship between modeled path loss and efficiency loss using the multivariate kernel density estimation technique [13].

Recall that a multivariate kernel density estimator with kernel \( k \) and window width \( h \) is defined by

\[
\hat{f}(x) = \frac{1}{nh^d} \sum_{i=1}^{n} k\left(\frac{1}{h}(x - x_i)\right),
\]

where \( x_i \in \mathbb{R}^d, \forall i = 1, 2, \ldots, n \), are the observations, \( n \) the number of observations, \( d \) the dimension of \( x \), and \( f \) an estimate of the joint probability density function of \( x = (x_1, x_2, \ldots, x_d) \). We will use the multivariate Gaussian kernel:

\[
k(x) = \frac{1}{\sqrt{2\pi}} e^{-\frac{1}{2}x^T x}.
\]

The choice of the window width \( h \) for the multivariate Gaussian kernels will follow the rules of thumb described by Silverman [13].

We briefly give our intuition behind the density estimation technique. We assume that the observed samples are drawn from an unobserved distribution. We could use a multidimensional histogram to approximate the density function. However, due to error and noise in observation and measurement, each sample may have actually been contributed by the probability mass from its vicinity regions. The histogram will need to be “smoothed” somehow to properly take into account such erroneous offsets. Also, in the case of continuous
random variables such as path loss and efficiency loss, there are numerous “gaps” between samples. We will need a way to “interpolate” the histogram for the values that are missing from the observations. The kernel density estimate technique provides a way to smooth and interpolate histograms. The kernel function serves as the weighing function in averaging the contributions from neighboring samples for predicting the probability density for a particular point. The choice of width is important because it determines the size of the neighborhoods for averaging and thus will influence smoothness and fidelity of the resulting density estimate. As pointed out by Silverman [13], there does not appear to be a universally good way of choosing this width. All methods are making certain trade-offs in one kind or another. In our case, we have experimented with several different ways of width choosing before we eventually settled down to our decision. Our choice appears to be able to produce reasonable results that agree with our experience with and understanding of the testbed system.

We are now ready to state our modeling approach. For each run, we randomly select about half of the cycles as the training set. We use the multivariate Gaussian kernel density estimation technique to produce an estimate for the joint probability density of modeled path loss and efficiency loss in this training set. Based on this estimated density, we compute the conditional mean efficiency loss conditioning on modeled path loss and use it as the predictor for efficiency loss given modeled path loss. Figure 6 shows a few example predictors produced by this approach. We show the mean efficiency loss obtained using different training sets from the third run in Table II. We note that first, predictors obtained using different training sets are very similar, so our approach is robust in the sense that it is rather insensitive to the choice of training sets. Secondly, we tend to have a higher efficiency loss when the link quality is poor in the load stage. This is because loss of 3 consecutive beacons can result in efficiency loss of 1 for the next beacon period. It could also be because the source and destination ground nodes are not symmetric in terms of their relative positions with respect to the UAV flight trajectory, as well as the difference in hardware components of these two nodes due to inevitable variations in manufacturing and deployment.

Figure 7 shows several samples of estimated probability densities of efficiency loss for various modeled path losses.

These plots shows that the general quality the prediction based on modeled path loss is reasonably good. If the conditional density under a particular modeled path loss is highly concentrated around a certain value, then the prediction error in this case will be small. Contrarily, if the density spreads out across a wide range of modeled path losses, like the curves corresponding to the higher path losses in the load stage in Figure 7, the prediction can not be very accurate.

We further quantitatively evaluate the effectiveness of our approach by measuring how good it is in predicting buffer occupancies. For each training set, we use the efficiency loss predicted by our model to compute the average buffer occupancy for the remaining cycles. We then compare the prediction with the measured buffer occupancy. We also make similar predictions using two other straightforward models that employ a number of commonly used techniques for predicting the packet loss rate. The first one is solely based on distance. Specifically, we divide distance into ten fixed-sized bins and use the average efficiency loss in each bin obtained from the training set to predict the efficiency loss in the rest of the cycles. We call this model the “Distance” model. The second model is even simpler—we just predict that the efficiency loss in the rest of the cycles will be the same as the average efficiency loss in the training set. We call this model the “Fixed” model. Table I shows the error percentage between predicted and measured average buffer occupancies for the three models using different training sets from the third run in Table II. We can see that our model significantly outperforms the simple Fixed model in that the errors are much smaller. The performance of the Distance model, on the other hand,
is fairly close to that of our model. Furthermore, although our model usually performs better, we do see a situation as shown in the last training set where distance does a better job. This conforms with the wide-accepted intuition that distance is the most important factor in determining the performance of a wireless link. However, its performance is less robust across different training sets. The error can be quite significant sometimes, as shown by the first training in Table I. We believe that this is because of its failure of taking elevation angles into accounts in this case.

V. CONCLUSION

In this paper, we presented the load-carry-and-deliver (LCAD) networking paradigm that is specially designed for maximizing the throughput of UAV-relaying networks. One necessary condition for throughput maximization in such networks is having no overruns or underruns in the UAV node’s buffer. To achieve throughput maximization in practice, we will need a performance model for the communication channel, so that we can adjust flight paths in order to minimize the surplus or deficit. This is especially so for our case because the COTS radios we used are not designed and engineered for the rapid changing UAV networking environment.

By using model airplanes and IEEE 802.11g radios, we performed several sets of experiments for the purpose of evaluating LCAD performance, as well as collecting data for deriving an empirical link performance model. The measured performance suggests that the proposed LCAD paradigm can be used to provide high throughput communication between two ground nodes, as compared with the conventional multi-hop, store-and-forward relay chain. The reason for such a result is that we can schedule UAV’s transmissions to avoid interference and medium access contention. The trade-off is the higher packet delivery latency. We also showed that the model we derived from several randomly selected training subsets can predict the buffer occupancy of the rest of the data set with small errors. This is an encouraging result because it suggests COTS radio can potentially be used in LCAD application scenarios.

In summary, the contributions we made in this paper include: (1) the design of a light-weight LCAD protocol; (2) the analysis on a few fundamental necessary optimality conditions; (3) UAV flight experiments and throughput measurements for LCAD; (4) demonstrating LCAD’s throughput advantage over conventional wireless multi-hop relay protocols; (5) an empirical performance model for predicting the achievable LCAD throughput for UAV networks; and (6) the feasibility of using low-cost COTS radio for UAV networking applications.

REFERENCES

TABLE II
Performance summary of the 20 cycles from 3 test runs. The “cycle” column indicates the run and the sequence of the particular cycle in that run. The “PER” column shows the overall packet error rates. The “dist.” column is the average distance between the UAV and ground nodes. The “lost” and “sent” columns show the total number of packets lost and sent during that cycle, whereas the “dlvd” column is the total number of packets delivered from SGN to DGN via UAV during that cycle. The “BO” column shows the UAV’s buffer occupancy at the end of that cycle (number in parenthesis is deficit), and the “utilization” column is the normalized throughput based on the number of packets delivered and the length of the cycle. The three “average” rows summarize the average distance and the average utilization for that particular run.

<table>
<thead>
<tr>
<th>cycle</th>
<th>PER</th>
<th>$t_{load}$</th>
<th>dist.</th>
<th>lost</th>
<th>sent</th>
<th>PER</th>
<th>$t_{deliver}$</th>
<th>dist.</th>
<th>lost</th>
<th>sent</th>
<th>dlvd</th>
<th>BO</th>
<th>$T_{cycle}$</th>
<th>utilization (pkt/s)</th>
</tr>
</thead>
<tbody>
<tr>
<td>1-1</td>
<td>0.4756</td>
<td>40.815</td>
<td>200</td>
<td>5340</td>
<td>11227</td>
<td>0.3445</td>
<td>32.192</td>
<td>168</td>
<td>4367</td>
<td>12675</td>
<td>5887</td>
<td>(2421)</td>
<td>73.007</td>
<td>0.2016 (80.656)</td>
</tr>
<tr>
<td>1-2</td>
<td>0.4143</td>
<td>40.819</td>
<td>198</td>
<td>4421</td>
<td>10672</td>
<td>0.3906</td>
<td>36.040</td>
<td>165</td>
<td>5518</td>
<td>14126</td>
<td>6251</td>
<td>(2357)</td>
<td>76.859</td>
<td>0.2033 (81.330)</td>
</tr>
<tr>
<td>1-3</td>
<td>0.4486</td>
<td>39.012</td>
<td>194</td>
<td>4351</td>
<td>9700</td>
<td>0.3081</td>
<td>35.014</td>
<td>165</td>
<td>4280</td>
<td>13890</td>
<td>3549</td>
<td>(4201)</td>
<td>74.026</td>
<td>0.1806 (72.259)</td>
</tr>
<tr>
<td>1-4</td>
<td>0.3891</td>
<td>41.016</td>
<td>191</td>
<td>4869</td>
<td>12374</td>
<td>0.1828</td>
<td>28.970</td>
<td>155</td>
<td>4522</td>
<td>11875</td>
<td>6251</td>
<td>(2357)</td>
<td>76.859</td>
<td>0.2731 (109.236)</td>
</tr>
<tr>
<td>1-5</td>
<td>0.4264</td>
<td>40.028</td>
<td>176</td>
<td>4840</td>
<td>11352</td>
<td>0.3808</td>
<td>29.980</td>
<td>169</td>
<td>4522</td>
<td>11875</td>
<td>6512</td>
<td>(1153)</td>
<td>69.086</td>
<td>0.2471 (109.236)</td>
</tr>
<tr>
<td>1-6</td>
<td>0.3797</td>
<td>43.059</td>
<td>196</td>
<td>4987</td>
<td>13135</td>
<td>0.1939</td>
<td>29.995</td>
<td>163</td>
<td>2297</td>
<td>11845</td>
<td>8148</td>
<td>(1400)</td>
<td>73.054</td>
<td>0.2788 (111.534)</td>
</tr>
<tr>
<td>2-1</td>
<td>0.1133</td>
<td>42.015</td>
<td>144</td>
<td>1870</td>
<td>16498</td>
<td>0.2486</td>
<td>28.963</td>
<td>140</td>
<td>2840</td>
<td>11422</td>
<td>8582</td>
<td>6046</td>
<td>70.977</td>
<td>0.3023 (120.912)</td>
</tr>
<tr>
<td>2-2</td>
<td>0.0658</td>
<td>38.026</td>
<td>130</td>
<td>970</td>
<td>14752</td>
<td>0.2771</td>
<td>24.981</td>
<td>122</td>
<td>2670</td>
<td>9635</td>
<td>6965</td>
<td>6817</td>
<td>63.008</td>
<td>0.2764 (110.542)</td>
</tr>
<tr>
<td>2-3</td>
<td>0.1186</td>
<td>33.009</td>
<td>122</td>
<td>1503</td>
<td>12675</td>
<td>0.4790</td>
<td>36.019</td>
<td>126</td>
<td>6766</td>
<td>14126</td>
<td>7560</td>
<td>3812</td>
<td>69.029</td>
<td>0.2666 (106.623)</td>
</tr>
<tr>
<td>2-4</td>
<td>0.1223</td>
<td>25.855</td>
<td>138</td>
<td>1245</td>
<td>10182</td>
<td>0.3509</td>
<td>22.130</td>
<td>149</td>
<td>3005</td>
<td>8563</td>
<td>5558</td>
<td>3379</td>
<td>47.985</td>
<td>0.2896 (115.829)</td>
</tr>
<tr>
<td>average</td>
<td>0.2283 ± 0.0369</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>3-1</td>
<td>0.2050</td>
<td>29.006</td>
<td>128</td>
<td>2126</td>
<td>10370</td>
<td>0.2572</td>
<td>22.038</td>
<td>149</td>
<td>2070</td>
<td>8048</td>
<td>5978</td>
<td>2266</td>
<td>51.044</td>
<td>0.2928 (117.115)</td>
</tr>
<tr>
<td>3-2</td>
<td>0.1274</td>
<td>30.008</td>
<td>111</td>
<td>1389</td>
<td>10988</td>
<td>0.1939</td>
<td>28.014</td>
<td>136</td>
<td>2022</td>
<td>10320</td>
<td>8298</td>
<td>1221</td>
<td>58.082</td>
<td>0.3375 (143.015)</td>
</tr>
<tr>
<td>3-3</td>
<td>0.0572</td>
<td>32.077</td>
<td>129</td>
<td>694</td>
<td>12135</td>
<td>0.2353</td>
<td>29.014</td>
<td>136</td>
<td>2502</td>
<td>10632</td>
<td>8130</td>
<td>3311</td>
<td>61.091</td>
<td>0.3527 (133.081)</td>
</tr>
<tr>
<td>3-4</td>
<td>0.0813</td>
<td>36.820</td>
<td>146</td>
<td>1140</td>
<td>14022</td>
<td>0.1885</td>
<td>27.041</td>
<td>142</td>
<td>3005</td>
<td>8563</td>
<td>5558</td>
<td>3379</td>
<td>47.985</td>
<td>0.2896 (115.829)</td>
</tr>
<tr>
<td>3-5</td>
<td>0.0606</td>
<td>32.070</td>
<td>133</td>
<td>735</td>
<td>12128</td>
<td>0.2985</td>
<td>24.005</td>
<td>135</td>
<td>2589</td>
<td>8673</td>
<td>6084</td>
<td>4817</td>
<td>63.861</td>
<td>0.3157 (126.259)</td>
</tr>
<tr>
<td>3-6</td>
<td>0.1180</td>
<td>31.833</td>
<td>128</td>
<td>1368</td>
<td>11591</td>
<td>0.2027</td>
<td>26.010</td>
<td>138</td>
<td>1940</td>
<td>9570</td>
<td>7630</td>
<td>5586</td>
<td>57.843</td>
<td>0.3298 (131.910)</td>
</tr>
<tr>
<td>3-7</td>
<td>0.0999</td>
<td>29.076</td>
<td>126</td>
<td>1057</td>
<td>10627</td>
<td>0.1856</td>
<td>28.010</td>
<td>132</td>
<td>1902</td>
<td>10250</td>
<td>8348</td>
<td>1222</td>
<td>57.086</td>
<td>0.3500 (146.230)</td>
</tr>
<tr>
<td>3-8</td>
<td>0.1544</td>
<td>30.009</td>
<td>131</td>
<td>1695</td>
<td>10980</td>
<td>0.3432</td>
<td>30.011</td>
<td>120</td>
<td>3767</td>
<td>10975</td>
<td>7208</td>
<td>2077</td>
<td>60.020</td>
<td>0.3002 (120.093)</td>
</tr>
<tr>
<td>3-9</td>
<td>0.1444</td>
<td>25.855</td>
<td>125</td>
<td>1379</td>
<td>9548</td>
<td>0.2564</td>
<td>22.020</td>
<td>149</td>
<td>2061</td>
<td>8039</td>
<td>5978</td>
<td>2191</td>
<td>47.876</td>
<td>0.3122 (124.365)</td>
</tr>
<tr>
<td>3-10</td>
<td>0.0995</td>
<td>31.009</td>
<td>126</td>
<td>1146</td>
<td>11512</td>
<td>0.2622</td>
<td>25.024</td>
<td>145</td>
<td>2581</td>
<td>9081</td>
<td>6700</td>
<td>3866</td>
<td>61.012</td>
<td>0.2899 (119.874)</td>
</tr>
<tr>
<td>average</td>
<td>0.3176 ± 0.0127</td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

The “PER” column shows the overall packet error rates. The “dist.” column is the average distance between the UAV and ground nodes. The “lost” and “sent” columns show the total number of packets lost and sent during that cycle, whereas the “dlvd” column is the total number of packets delivered from SGN to DGN via UAV during that cycle. The “BO” column shows the UAV’s buffer occupancy at the end of that cycle (number in parenthesis is deficit), and the “utilization” column is the normalized throughput based on the number of packets delivered and the length of the cycle. The three “average” rows summarize the average distance and the average utilization for that particular run.