AVERAGING RULES AND ADJUSTMENT PROCESSES: THE ROLE OF AVERAGING--ETC(U)

DEC 81

L L LOPES

WHIPP-13
Averaging Rules and Adjustment Processes:

The Role of Averaging in Inference

Lola L. Lopes

WHIPP #13 December 1981

This research was supported by the Engineering Psychology Programs, Office of Naval Research, ONR Contract N00014-81-C-0069 Work Unit NR197-050

Approved for public release; distribution unlimited.

Reproduction in whole or part is permitted for any purpose of the United States Government.
### Averaging Rules and Adjustment Processes: The Role of Averaging in Inference

**Title:** Averaging Rules and Adjustment Processes: The Role of Averaging in Inference

**Authors:** Lola L. Lopes

**Performing Organization:** Department of Psychology, University of Wisconsin, Madison, WI 53706

**Contract or Grant Number:** N00014-81-C-0069

**Program Element, Project, Task, and Work Unit Numbers:** NR197-068

**Report Date:** December 1981

**Number of Pages:** 27

**DISTRIBUTION STATEMENT:** Approved for public release; Distribution unlimited

**ABSTRACT:**

Two empirically well supported research findings in the judgment literature are that (1) human judgments often appear to follow an averaging rule, and (2) judgments in Bayesian inference tasks are usually conservative relative to optimal judgments. This paper argues that both averaging and conservatism in the Bayesian task occur because subjects produce their judgments by using an adjustment strategy that is qualitatively equivalent to averaging. Two experiments are presented that support this view by showing qualitative errors in...
20. Abstract (con't)

the direction of revisions in the Bayesian task that are well-accounted for
by the simple adjustment strategy. Two additional results are also discussed:
(1) a tendency for subjects in one experiment to evaluate sample evidence
according to representativeness rather than according to relative likelihood,
and (2) a strong recency effect that may reflect the influence of the inter-
nal representation of sample information during the judgment process.
Averaging Rules and Adjustment Processes: The Role of Averaging in Inference

In the many years that psychologists have been studying human judgment processes, no two findings have emerged with greater empirical support than these: (1) Human judgments often appear to follow an averaging rule (Anderson, 1974), and (2) Judgments in Bayesian inference tasks are usually conservative relative to optimal judgments (Edwards, 1968).

Although these findings originated from two quite different research traditions (cf. Slovic & Lichtenstein, 1971), there is now considerable evidence that "averaging" and "conservatism" are not unrelated phenomena. In the present paper I discuss this evidence and describe a process model that attempts to explain why averaging occurs in the Bayesian task. Then I present two experiments that test an ordering prediction for the Bayesian task drawn from this process account. Last I discuss the averaging model in general and sketch its relationship to other kinds of algebraic judgment rules.

Bayesian Inference and Averaging

The Bayesian inference task is usually instantiated in terms of the "bookbag and poker chips paradigm" in which there are two well-specified hypotheses to be considered by the subject, usually involving populations of binary events. For example, there may be two bookbags, one containing 70 red poker chips and 30 blue poker chips (the "red bag") and another containing 30 red chips and 70 blue chips (the "blue bag"). In most experiments the experimenter ostensibly selects one of these bags at random and then draws
samples of one or more chips from it one or more times. These samples are shown to the subject, usually sequentially, and the subject is asked to indicate the strength of his belief about which bookbag was sampled using a rating scale of some kind (i.e., probability, odds, log-odds, etc.).

According to Bayes' theorem, the optimal response in such situations is found by multiplying the prior odds ratio for the two hypotheses \( (\Omega_0) \) by the likelihood ratio of the sample given the two hypotheses \( (LR) \) to obtain the posterior odds ratio for the two hypotheses \( (\Omega_1) \):

\[
\Omega_1 = LR \cdot \Omega_0
\]  

(1)

If more than one sample of data is given, the procedure is simply applied iteratively; the posterior odds ratio following sample \( n \) becomes the prior odds ratio for sample \( n+1 \):

\[
\Omega_{n+1} = LR_{n+1} \cdot \Omega_n
\]  

(2)

In general, human responses to the Bayesian task are conservative relative to Bayesian responses; that is, human responses fall nearer neutral than Bayesian responses. Although various experimental manipulations can be used to influence the size of the conservatism effect (e.g., size of sampling unit, proportion of predominant chips in the population, response scale, payment for accuracy, and so forth), no simple manipulation has been successful in eliminating conservatism (but see Eils, Seaver, & Edwards, 1977, to be discussed below).

Three conceptually distinct sorts of explanations have been given for the conservatism effect. Misperception explanations locate the error in the process through which subjects estimate the likelihood ratio of the sample
data. In this view conservatism occurs because subjects underestimate the
diagnostic impact of data, probably due to their having overly "flat" subjective
sampling distributions, especially for large samples. **Misaggregation** explana-
tions locate the error in the process through which subjects integrate the
information from multiple samples into composite responses. Subjects ought
to multiply, but somehow they don't. **Response bias** explanations treat conser-
vatism as an artifact of the response scale that is engendered primarily by
a tendency of subjects to avoid using extreme odds or probability judgments.

Although the Bayesian research literature has tended to treat the
misperception, misaggregation, and response bias hypotheses as competitors,
all three sources of error are likely to occur in Bayesian tasks. But
misaggregation is probably the most important theoretically and practically
because misaggregation appears to figure more prominently in producing
conservatism (Edwards, 1968; Wheeler & Edwards, 1975) and also because it is
probably easier to teach people improved methods for aggregating responses
than it is either to improve their subjective impressions of the diagnostic
impact of sample data or to remove their bias against using extreme
responses (Eils, Seaver, & Edwards, 1977).

**Averaging and conservatism.** The first evidence to link averaging and
conservatism came from experiments that showed that when subjects were asked
to rate the probability that samples had been drawn from one of two statisti-
cally well-specified populations, their ratings were more often like estimates
of the population proportion than they were like inferences from Bayes' rule
(Beach, Wise, & Barclay, 1970; Marks & Clarkson, 1972, 1973; Shanteau, 1970,
1972). Shanteau hypothesized that subjects' behavior in such tasks could be
modeled by an algebraic judgment rule in which the response R at serial
position n is given by a weighted average of the scale values of the previous
and current sample events:
In this equation the \( s_i \) are the values of the various stimuli and the \( w_i \) are weights that sum to unity. The term \( w_0 s_0 \) signifies the weight and value of a neutral "initial impression." It should be noted that the averaging rule is conservative relative to the Bayesian rule since averages always lie within the range of their component stimulus values whereas Bayesian inferences must often be more extreme than any of their component values.

The averaging model does a generally good job of fitting subjects' inference judgments quantitatively. But even better evidence for the model comes from later experiments by Shanteau (1975) and by Troutman and Shanteau (1977) which show that presentation of neutral or non-diagnostic information causes subjects to revise their judgments toward neutral. This result is exactly what would be expected if subjects average the neutral information together with prior non-neutral information. But it is not allowed by Bayes' theorem, which specifies that neutral information ought to have no impact on prior judgments. That is, since the likelihood ratio for neutral information is one by definition, a judgment that follows neutral information ought (by Equation 2) to be numerically identical with the preceding judgment.

A different sort of evidence linking averaging and conservatism comes from experiments by Eils, Seaver, and Edwards (1977) that were aimed at the practical problem of aiding human performance in the Bayesian task. These authors hypothesized that since untutored subjects appear to average when they ought to multiply, they might be better at judging the mean log likelihood ratio for a set of samples than they are at judging the cumulative log likelihood ratio, which is the more typical Bayesian judgment.

The hypothesis was tested using two groups of subjects. One group rated "the average, rather than the total of, their certainty (Eils et al., 1977,
p. 6) and the other group rated their total or cumulative certainty. Then responses from both groups were transformed to log posterior odds form and individual regression analyses were performed for each subject comparing inferred log posterior odds to veridical log posterior odds. The analyses confirmed the hypothesis: although log odds inferred from average certainty judgments were now slightly radical, they were definitely closer to veridical than odds inferred from cumulative certainty judgments.

**Averaging and serial adjustment processes.** Although averaging rules have often been successful in accounting for judgment data quantitatively (cf. Anderson, 1974), little attention has been directed at finding out why averaging occurs qualitatively. The present research is based on the assumption that averaging results from the intrinsically serial nature of multiattribute judgment, both for tasks in which the information is actually presented serially (such as the typical Bayesian task) and for tasks in which the information is presented simultaneously but processed serially (such as the typical impression formation task). In either case, averaging is hypothesized to occur because subjects adopt an adjustment strategy in which they integrate new information into "old" composite judgments by adjusting the old composite value upward or downward as necessary to make the "new" composite lie somewhere between the "old" composite and the value of the new information (Lopes & Johnson, in press; Lopes & Oden, 1980; see also the research on anchoring and adjustment by Tversky & Kahneman, 1974). Such a process would be equivalent qualitatively to weighted averaging. But subjects would never need "compute" an average in any intentional sense of that term. Rather, averaging would simply emerge as a natural consequence of their adjustment strategy.

It is clear that any judgment process yielding averages will differ quantitatively from Bayes' theorem. But the hypothesized adjustment process
also differs qualitatively in a way that can be tested experimentally. To illustrate this qualitative difference, consider a subject who is asked to produce serial judgments about whether samples have been drawn from a 70/30 red/blue bookbag or a 30/70 red/blue bookbag. Assume that the rating scale is set up so that increased confidence in the "predominately red" hypothesis is associated with larger numbers. If the first sample favors the red bookbag moderately strongly (i.e., 5 red and 3 blue), the subject should make an initial judgment at some value favoring red. If the next sample also favors red, but more strongly (e.g., 7 red and 1 blue), the subject should notice this difference in strength and adjust his judgment upwards towards the value of the second sample. Note that such an adjustment is directionally in accord not only with the averaging rule, but also with the Bayesian rule. That is, since the likelihood ratio of the second sample is greater than one, the posterior odds actually do favor red more strongly than the prior odds.

If the two samples are reversed in order, however, so that the weaker evidence follows the stronger, the averaging rule and the Bayesian rule make qualitatively different predictions about the direction of the adjustment. Under the Bayesian rule the adjustment should still be upward: although the new sample is less favorable to red than the old, the likelihood ratio of the sample is still greater than one, so that the posterior odds should increase. Under the averaging rule, however, the adjustment should be downward (i.e., toward a more neutral value) since the value of the new sample is less favorable to red than the value of the judgment based only on the first sample. Thus, if subjects in the Bayesian task use the hypothesized adjustment strategy, errors should be evident in the direction of revisions when weaker evidence favoring a particular hypothesis follows stronger evidence favoring the same hypothesis.
Experimental Tests of the Directional Hypothesis

Two experiments were run to test the hypothesis that subjects in the Bayesian inference task revise their posterior inferences in the normatively wrong (i.e., neutral) direction when a sample strongly favoring a given hypothesis is followed by a weaker sample favoring the same hypothesis. Since the experiments were essentially identical except for the stimulus designs, they are discussed together.

Method

Experimental tasks. Subjects in both experiments were asked to put themselves in the place of a machinist whose job was to make decisions concerning the maintenance of complex milling machines based on samples of parts produced by the machines. Subjects in Experiment 1 were asked to make judgments about whether machines needed maintenance or not. They were instructed that machines which were working properly were about as likely to produce parts that were a little too large as to produce parts that were a little too small. Broken machines, on the other hand, were described as tending to produce parts of which about 75% were a little too large and 25% were a little too small. Thus, in abstract terms, subjects in Experiment 1 were asked to decide between the hypothesis 50% large/50% small ($H_{50/50}$) and the hypothesis 75% large/25% small ($H_{75/25}$).

The task for Experiment 2 was similar except that subjects were asked to judge which of two maintenance procedures a machine needed. They were instructed that machines needing one procedure tended to produce parts of which about 75% were a little too small and 25% were a little too large. Machines needing the other procedure, however, were described as tending to produce parts of which about 75% were a little too large and 25% were a
little too small. Thus, subjects in Experiment 2 decided between the hypothesis 25% large/75% small \(H_{25/75}\) and the hypothesis 75% large/25% small \(H_{75/25}\).

**Stimulus designs.** The stimulus design for Experiment 1 was a 7 x 7, first-sample x second-sample, factorial design in which the levels of both factors comprised the same seven sample distributions of large and small parts. The distributions were, for large and small parts, respectively: 3/7, 4/6, 5/5, 6/4, 7/3, 8/2, and 9/1. The design for Experiment 2 was also a first-sample x second-sample factorial design, but with nine levels on each factor. These levels were, for large and small parts, respectively: 1/9, 2/8, 3/7, 4/6, 5/5, 6/4, 7/3, 8/2, and 9/1.

**Procedure.** Subjects were run individually in sessions that took about 45 minutes for Experiment 1 and about 60 minutes for Experiment 2. At the beginning of the session subjects were brought into a sound proof booth and seated in front of a computer controlled video terminal. Subjects were then given general instructions about the nature of the task and shown how to read the stimulus display. A sample of a stimulus display for Experiment 1 is shown in Figure 1. At the top of the display is a box showing a sample of parts, 7 large and 3 small. Under the box is a notation showing that this is the first sample. At the bottom of the display is a response scale anchored at the left by the words "MILLING NORMALLY (50%)" and at the right by the words "MILLING TOO LARGE (75%)." The display for Experiment 2 was identical except that the response scale was anchored with "MILLING TOO SMALL (75% SMALL)" at the left and "MILLING TOO LARGE (75% LARGE)" at the right.

---

**Figure 1 about here**

---

The procedure for each trial was identical. Subjects read the information for the first sample and then rated the degree of their belief as to whether the machine was milling normally or not (in Experiment 1) or whether the
machine was milling too large or too small (in Experiment 2). They made their ratings using a hand held response device to move the rating arrow (shown in the middle of the scale in Figure 1) along the response scale. When they finished their initial rating, subjects pushed a button on the response device. This caused the rating to be transmitted to the computer and also caused the first sample to be erased and replaced by a second sample of parts from the same machine. Subjects then revised their initial rating to account for the new sample and pushed the response button to transmit their final response to the computer. Finally subjects initialized the next trial by returning the response arrow to the middle of the scale.

In both experiments special precautions were taken to make sure that subjects understood the judgment task. In particular, the instructions emphasized that subjects should consider that the two samples within a trial were drawn independently from the same machine, and that samples from different trials were drawn from different machines. Subsequent debriefing of the subjects indicated that all of them had understood these instructions.

Subjects in both experiments were given 15 trials for practice and then were run through two replications of the stimulus design. Experimental trials within each replication were ordered randomly, but with the restriction that no sample appear as either first-sample or second-sample on two consecutive trials.

Subjects. The subjects for the two experiments were 41 and 39 student volunteers, respectively, who served for credit to be applied to their course grades in introductory psychology. In Experiment 1 subjects were all males; in Experiment 2 subjects were approximately evenly divided between the sexes.

Results and Discussion

Ratings of single samples. In order to test the adjustment hypothesis,
it is necessary to determine at least roughly what subjective values the subjects attached to the various sample types. This can be done by looking at the responses subjects gave to the first sample of each stimulus pair. The data are given in Table 1, averaged over both subjects and replications. Ratings have been scaled to run between 0 and 1.

---

Table 1 about here

---

For reasons that will be clear shortly, it is best to begin with Experiment 2. Basically, the results are very simple: ratings of the likelihood of \( H_{75/25} \) increased essentially linearly from 1/9 samples to 9/1 samples with 5/5 samples being rated as neutral. In fact, the close numerical correspondence between the ratings and the proportion of large parts in the samples suggests that subjects probably produced these initial ratings by the simple expedient of using the sample proportion as a judgmental "anchor" (Tversky & Kahneman, 1974). The results of Experiment 1 are more difficult to understand. In gross terms, there is no problem: samples of 3/7 through 6/4 were rated as supporting \( H_{50/50} \) and samples of 7/3 through 9/1 were rated as supporting \( H_{75/25} \). But the data deviated from the norm ordinally in that 5/5 samples were judged to be more supportive of \( H_{50/50} \) than either 3/7 or 4/6 samples.

Inspection of single subject data for Experiment 1 revealed clear individual differences in how subjects evaluated these samples. Most subjects (38 out of 41) could be assigned to one of three groups. The first group (15 subjects) ordered the samples appropriately, with 3/7 samples being taken as stronger evidence for \( H_{50/50} \) than 4/6 samples and these in turn as stronger evidence than 5/5 samples. These subjects will be called the "likelihood ratio" group since they appeared to judge the value of sample evidence in terms of the relative degree to which it supported the two hypotheses. The second group (12 subjects) ordered the samples in exactly inverse order to the norm: 5/5 samples were taken
to be the strongest evidence of $H_{50/50}$ followed by 4/6 and 3/7 samples in that order. These subjects appeared to judge the samples according to how representative they were of a 50/50 generating process (Kahneman & Tversky, 1972). They will therefore be called the "representativeness" group. The third group (11 subjects) ordered the samples 5/5, 3/7, 4/6. This "mixed" group appeared to be influenced by representativeness only if samples were "perfectly" representative. Otherwise they seemed to rely on relative likelihood considerations.

The fact that many subjects in Experiment 1 appeared to prefer using representativeness rather than relative likelihood as the basis for evaluating samples causes no problems for testing the adjustment hypothesis other than making it necessary to perform separate tests for the various groups. But the result is generally problematical since misorderings of sample data have not been reported previously in the Bayesian literature and also since the effect did not occur either for Experiment 2 or for the samples supporting $H_{75/25}$ in Experiment 1. It is therefore worth considering why the error occurred when it did.

One possibility is that subjects may have believed mistakenly that normal machines always produce 50/50 samples. But this is unlikely since subjects were instructed quite explicitly that normal machines do not always produce exactly 50% large parts, but sometimes produce more and sometimes less. A better possibility seems to be that the task violated the conventional semantics of what it means for a machine to be working normally. Certainly it is a bit odd linguistically to say that the best evidence for the normal functioning of a machine is that it produces a sample with an abnormally large number of small parts. Thus, subjects may have slipped unintentionally into using a hybrid strategy in which samples favoring $H_{75/25}$ were evaluated with respect to both hypotheses whereas samples favoring $H_{50/50}$ were evaluated only with respect to $H_{50/50}$. Of course, there is no way to be sure that this is what happened.
But if the explanation is correct, errors of this sort should not be found when the task of choosing between $H_{50/50}$ and $H_{75/25}$ is framed more neutrally, as in the conventional "bookbags and poker chips" format.

**Adjustments for second samples.** The adjustment hypothesis states that when subjects are given two pieces of evidence that favor the same hypothesis but to different degrees (hereafter called a "homogeneous sample pair"), their judged confidence in the hypothesis will increase if the stronger sample follows the weaker, but will decrease if the weaker sample follows the stronger. Bayes' theorem, in contrast, specifies that confidence should increase independently of the order of the samples. Thus, if the adjustment hypothesis is correct, directional errors in revision should occur more frequently for strong-weak sample orders than for weak-strong sample orders.

Table 2 gives the proportions of directionally correct adjustments (relative to the Bayesian norm) for strong-weak sample orders and weak-strong sample orders. These are pooled over sample pair, subjects, and replications. Since the subjects in Experiment 1 disagreed about the ordering of the sample evidence, their data have been divided into subgroups.

---

The basic result is clear in all four comparisons: the data support the adjustment hypothesis. Adjustments were almost always made in the correct direction for weak-strong sample pairs and almost never made in the correct direction for strong-weak sample pairs, $p < .01$ for all group differences.

**Recency effects.** The adjustment data above are qualitative in the sense that they do not show whether differences in sample order produced differences in the magnitude of the final responses. Under the adjustment hypothesis, however, any of three quantitative effects might occur: (1) adjustments might be exactly sufficient to produce a true arithmetic "running average" of the
sample evidence in which case the final response data would show no effect of order; (2) adjustments might be insufficient for arithmetic averaging in which case final responses would be closer numerically to the first sample than ought to be the case, constituting a judgmental primacy effect; (3) adjustments might be over sufficient for arithmetic averaging in which case final responses would be closer numerically to the second sample than they ought, constituting judgmental recency. In either of the latter two situations order effects would occur for corresponding strong-weak and weak-strong sample pairs.

Final response data for homogeneous sample pairs are given in Table 3 organized according to the relative strength of the two samples. The data for Experiment 1 have been broken down according to how subjects ordered the sample types. For likelihood ratio subjects (but not for representativeness subjects or mixed subjects) there was a significant recency effect that appeared as a tendency for final responses to be more extreme when samples were ordered weak-strong than when they were ordered strong-weak, $F(1,14) = 6.91, p < .05$. That is, for pairs that favored $H_{50/50}$ weak-strong responses were smaller than strong-weak responses and for pairs that favored $H_{75/25}$ weak-strong responses were larger than strong-weak responses. Thus, more extreme final responses were generated when the more extreme of two samples that favored the same hypotheses was presented in the second position. There was also a prominent recency effect for homogeneous pairs in Experiment 2, $F(1,38) = 39.77, p < .001$.

Final responses for heterogeneous sample pairs are given in Table 4. Since the samples in these pairs favored different hypotheses, the data have been organized according to whether the ordered pair required adjustment toward $H_{50/50}$ (leftward adjustment) or toward $H_{75/25}$ (rightward adjustment). For
both experiments there was a strong recency effect manifested by a tendency for pairs requiring leftward adjustment to produce smaller final responses than equivalent pairs requiring rightward adjustment: $F(1, 40) = 10.40, p < .01$ for Experiment 1 and $F(1, 38) = 27.89, p < .001$ for Experiment 2. In other words, pairs in which the two samples favored different hypotheses produced final responses that favored $H_{50/50}$ more strongly (i.e., were nearer 0) if the $H_{50/50}$ sample was in the second position, and favored $H_{75/25}$ more strongly (i.e., were nearer 1) if the $H_{50/50}$ sample was in the first position. In fact, the effect was so strong in Experiment 2 that final responses for corresponding pairs tended to lie on opposite sides of the neutral point of the response scale.

Recency effects have been reported previously in the Bayesian literature (Pitz & Reinhold, 1968; Shanteau, 1970, 1972) with the point being stressed that order effects are not allowed by the Bayesian model. But order effects are also important for what they suggest about the underlying representation and use of task information during the judgment process. In the present case, the tendency for subjects in Experiment 2 to make their final responses lie on the side of the response scale favored by the second sample suggests that subjects may have represented task information internally in such a way that they were unable to appreciate simple quantitative relationships between successive samples. For example, for the pair (1/9, 8/2) subjects initiated their responses at an average value of .09 following the 1/9 sample and then adjusted to .59 following the 8/2 sample. Thus, subjects expressed mild confidence in $H_{75/25}$. But subjects ought to have favored $H_{25/75}$ since the sample favoring $H_{25/75}$ was more extreme than the sample favoring $H_{75/25}$.

Why do such errors occur? Certainly they would not be expected if subjects
were assumed to compute running sample differences. But if subjects concentrate on adjusting for the difference between the new sample and the old response, they may be unlikely to compare the samples directly and hence may fail to notice which of the samples should dominate the response. In other words, once stimulus information has been transformed into response mode, all further processing of and adjustments to the interim response may be based solely on that transformed value rather than on some more literal representation of the raw stimulus information.

Discussion

The experiments reported here demonstrate that the adjustment processes used by subjects in the Bayesian task are consistent with an averaging rule and inconsistent with the multiplicative rule specified by Bayes' theorem. In particular, the present experiments supplement the earlier work of Shanteau (1975) and Troutman and Shanteau (1977) by demonstrating qualitative adjustment errors for diagnostic samples. But the primary purpose of the paper is not so much to support the averaging rule, as it is to suggest the psychological processes that produce averaging.

Adjustment Mechanisms and Algebraic Judgment

The main thesis of the present paper is that subjects in Bayesian inference tasks average when they ought to multiply because they produce their judgments by using a serial adjustment strategy that just happens to be equivalent to averaging. But subjects in judgment tasks don't always average. In fact, there are some tasks such as judging the worth of gambles (Anderson & Shanteau, 1970; Shanteau, 1974; Tversky, 1967) and judging the likelihood of joint events (Beach & Peterson, 1966; Lopes, 1976; Shuford, 1959) in which subjects seem to
multiply. Why do they average in one case and not the other?

The position taken here is that averaging and multiplying reflect basically similar adjustment strategies operating in different task environments. Tasks that produce averaging usually call for bidirectional adjustments in which the judgment is sometimes increased and sometimes decreased, as is the case in the Bayesian task for heterogeneous sample pairs. Tasks that produce multiplying, on the other hand, usually call for adjustments which are unidirectional and most often downward. For example, one can judge the value of a gamble by beginning with the value of the prize to be won and then adjusting downward in proportion to the probability of winning (Lopes & Ekberg, 1980). Similarly, one can judge the probability of a joint event by beginning with the probability of one event and then decreasing this in proportion to the probability of the other event (Lopes, 1976). Both processes involve downward adjustment and both are equivalent to multiplying.

A basic corollary of the present view is that subjects in judgment tasks do not "choose" judgment rules in the sense that they decide how information ought to be combined. Rather they choose adjustment processes that seem to "fit" the task, both in terms of the ease with which the process can be executed mentally and in terms of the degree to which the process generates plausible judgments. Usually this works out reasonably well. But now and then the adjustment strategy that seems to subjects to fit the task best will turn out to be normatively inappropriate.

It is also clear that the judgment rule subjects employ for judging A from B and C will not necessarily bear a logical relationship to the rules they employ for judging B from A and C or C from A and B (Anderson & Butzin, 1974; Graesser & Anderson, 1974). For example, Graesser and Anderson asked subjects to judge income, generosity, or expected gift size from information about the other two. The data revealed that although income and generosity were combined
multiplicatively in judgments of expected gift size, there were no corresponding dividing relations between gift size and generosity for judgments of income, or income and gift size for judgments of generosity. Instead, these latter judgments seemed to follow some sort of subtracting rule. Thus, the human judgment system appears to comprise a set of individual judgment processes that may sometimes correspond to simple arithmetic operations, but that tend to be both non-reversible and largely unrelated to one another.

Judgment Processes and Memory Processes

The present adjustment model makes two fundamental assumptions about the characteristics of the judgment apparatus. First, it assumes the existence of an internal quantitative dimension that is reasonably continuous, and second, it assumes that this dimension is directly available for manipulation by the judge. Judgment itself is hypothesized to occur as quantitative information is extracted from stimuli one by one (the evaluation process) and used to modify the current judgment (the adjustment process).

A similar model was proposed some years ago by Anderson and Hubert (1963) to account for the fact that order effects in impression formation differ from the effects that would be expected if the impression depended on verbal memory. They concluded that judgments in the impression task involve "a memory process which is distinct from, and not dependent on, the immediate verbal memory for the adjectives just heard (p. 386)."

An important feature of the Anderson and Hubert (1963) model is that it allows the possibility that judgment processes may sometimes be insensitive to certain interactive relationships among stimuli. For example, a judge might fail to notice that the current piece of stimulus information is inconsistent or redundant with previously integrated information. Or, as may have actually occurred for heterogeneous pairs in Experiment 2, a judge might produce a
response to a sequence of stimuli that differs qualitatively from the response that would be made if the stimuli were retrieved from verbal memory and combined in raw form before being submitted to the evaluation process.

Quantitative judgment is both commonplace and fundamental, and much is known about the content and algebraic structure of judgment data. But relatively little is known about actual judgment processes. This is true in part because judgment processes do not yield gracefully to the sorts of experimental manipulation that have been useful in other cognitive domains. But the present experiments as well as those by Shanteau (1975), Troutman and Shanteau (1977), and Anderson and Hubert (1963) suggest that the study of temporal effects in judgment tasks such as order effects and adjustment effects may provide deeper insights into the cognitive mechanisms that are invoked when people make judgments.
References


Shanteau, J. C. Descriptive versus normative models of sequential inference judgment. *Journal of Experimental Psychology*, 1972, 93, 63-68.


Footnotes

The writing of this paper and the research reported therein were supported by the Office of Naval Research (Contract N0014-81-K-0069).

I am grateful to Renee Zimmerman for care in running the studies and to Gregg Oden for helpful comments on the manuscript.

1This happens, in fact, to be in accord with the actual likelihood ratios of the samples.
Table 1

Mean Ratings of First Samples

<table>
<thead>
<tr>
<th>Sample</th>
<th>Rating</th>
<th>Sample</th>
<th>Rating</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td></td>
<td>L/S</td>
<td></td>
</tr>
<tr>
<td>3/7</td>
<td>.20</td>
<td>1/9</td>
<td>.08</td>
</tr>
<tr>
<td>4/6</td>
<td>.23</td>
<td>2/8</td>
<td>.16</td>
</tr>
<tr>
<td>5/5</td>
<td>.16</td>
<td>3/7</td>
<td>.24</td>
</tr>
<tr>
<td>6/4</td>
<td>.45</td>
<td>4/6</td>
<td>.31</td>
</tr>
<tr>
<td>7/3</td>
<td>.73</td>
<td>5/5</td>
<td>.49</td>
</tr>
<tr>
<td>8/2</td>
<td>.85</td>
<td>6/4</td>
<td>.67</td>
</tr>
<tr>
<td>9/1</td>
<td>.94</td>
<td>7/3</td>
<td>.74</td>
</tr>
</tbody>
</table>

Note. A rating of 0 indicates complete confidence in $H_{50/50}$ for Experiment 1 and $H_{25/75}$ for Experiment 2. A rating of 1 indicates complete confidence in $H_{75/25}$. 
Table 2
Proportion of Directionally Correct Adjustments
for Homogeneous Sample Pairs

<table>
<thead>
<tr>
<th></th>
<th>Strong-Weak</th>
<th>Weak-Strong</th>
<th>F_{diff}</th>
<th>(df)</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Experiment 1</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Likelihood ratio group</td>
<td>.35</td>
<td>.89</td>
<td>32.17*</td>
<td>(1,14)</td>
</tr>
<tr>
<td>Representativeness group</td>
<td>.30</td>
<td>.86</td>
<td>76.14*</td>
<td>(1,11)</td>
</tr>
<tr>
<td>Mixed group</td>
<td>.29</td>
<td>.92</td>
<td>115.74*</td>
<td>(1,10)</td>
</tr>
<tr>
<td><strong>Experiment 2</strong></td>
<td>.25</td>
<td>.92</td>
<td>165.69*</td>
<td>(1,38)</td>
</tr>
</tbody>
</table>

* p < .01

**Note.** In Experiment 1 there were 18 strong-weak and 18 weak-strong comparisons per subject and in Experiment 2 there were 24 strong-weak and 24 weak-strong comparisons per subject. A list of the sample pairs is available in Table 3.
Table 3
Final Ratings of Homogeneous Pairs

<table>
<thead>
<tr>
<th>Sample Pair</th>
<th>Likelihood group</th>
<th>Representativeness group</th>
<th>Mixed group</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Weak-Strong</td>
<td>Strong-Strong</td>
<td>Weak-Strong</td>
</tr>
<tr>
<td>Favor H\textsubscript{50/50}</td>
<td>.16 &lt; .20</td>
<td>.20 &lt; .24</td>
<td>.25 &lt; .27</td>
</tr>
<tr>
<td>(3/7,4/6)</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>(3/7,5/5)</td>
<td>.16 &lt; .23</td>
<td>.16 &lt; .18</td>
<td>.19 &lt; .19</td>
</tr>
<tr>
<td>(3/7,6/4)</td>
<td>.23 &lt; .30</td>
<td>.29 &lt; .26</td>
<td>.48 &lt; .38</td>
</tr>
<tr>
<td>(4/6,5/5)</td>
<td>.25 &lt; .25</td>
<td>.13 &lt; .14</td>
<td>.23 &lt; .20</td>
</tr>
<tr>
<td>(4/6,6/4)</td>
<td>.28 &lt; .33</td>
<td>.22 &lt; .25</td>
<td>.39 &lt; .40</td>
</tr>
<tr>
<td>(5/5,6/4)</td>
<td>.29 &lt; .36</td>
<td>.21 &lt; .18</td>
<td>.35 &lt; .25</td>
</tr>
</tbody>
</table>

| Favor H\textsubscript{75/25} | .88 > .80  | .83 > .81  | .78 > .75 |
| (7/3,8/2)   |                  |                          |            |
| (7/3,9/1)   | .96 > .85  | .84 > .85  | .81 > .79 |
| (8/2,9/1)   | .96 > .92  | .87 > .86  | .83 > .81 |

**Experiment 2**

<table>
<thead>
<tr>
<th>Sample Pair</th>
<th>Weak-Strong</th>
<th>Strong-Weak</th>
</tr>
</thead>
<tbody>
<tr>
<td>Favor H\textsubscript{25/75}</td>
<td>.07 &lt; .10</td>
<td>(1/9,2/8)</td>
</tr>
<tr>
<td>(1/9,3/7)</td>
<td>.07 &lt; .15</td>
<td>(1/9,4/6)</td>
</tr>
<tr>
<td>(2/8,3/7)</td>
<td>.14 &lt; .17</td>
<td>(2/8,4/6)</td>
</tr>
<tr>
<td>(3/7,4/6)</td>
<td>.21 &lt; .27</td>
<td>(3/7,4/6)</td>
</tr>
</tbody>
</table>

**Note.** Recency is indicated for pairs favoring $H_{50/50}$ and $H_{25/75}$ by weak-strong ratings that are smaller than strong-weak ratings. Recency for pairs favoring $H_{75/25}$ is indicated by weak-strong ratings that are greater than strong-weak ratings.
Table 4
Final Ratings of Heterogeneous Pairs
for Leftward and Rightward Adjustment

<table>
<thead>
<tr>
<th>Sample Pair</th>
<th>Leftward (toward $H_{50/50}$)</th>
<th>Rightward (toward $H_{75/25}$)</th>
<th>Sample Pair</th>
<th>Leftward (toward $H_{25/75}$)</th>
<th>Rightward (toward $H_{75/25}$)</th>
</tr>
</thead>
<tbody>
<tr>
<td>(3/7,7/3)</td>
<td>.35</td>
<td>.46</td>
<td>(1/9,6/4)</td>
<td>.23</td>
<td>.46</td>
</tr>
<tr>
<td>(3/7,8/2)</td>
<td>.42</td>
<td>.54</td>
<td>(1/9,7/3)</td>
<td>.26</td>
<td>.52</td>
</tr>
<tr>
<td>(3/7,9/1)</td>
<td>.44</td>
<td>.64</td>
<td>(1/9,8/2)</td>
<td>.28</td>
<td>.59</td>
</tr>
<tr>
<td>(4/6,7/3)</td>
<td>.43</td>
<td>.48</td>
<td>(1/9,9/1)</td>
<td>.32</td>
<td>.63</td>
</tr>
<tr>
<td>(4/6,8/2)</td>
<td>.46</td>
<td>.58</td>
<td>(2/8,6/4)</td>
<td>.28</td>
<td>.51</td>
</tr>
<tr>
<td>(4/6,9/1)</td>
<td>.54</td>
<td>.68</td>
<td>(2/8,7/3)</td>
<td>.31</td>
<td>.59</td>
</tr>
<tr>
<td>(5/5,7/3)</td>
<td>.45</td>
<td>.45</td>
<td>(2/8,8/2)</td>
<td>.36</td>
<td>.61</td>
</tr>
<tr>
<td>(5/5,8/2)</td>
<td>.52</td>
<td>.60</td>
<td>(2/8,9/3)</td>
<td>.37</td>
<td>.72</td>
</tr>
<tr>
<td>(5/5,9/1)</td>
<td>.55</td>
<td>.66</td>
<td>(3/7,6/4)</td>
<td>.35</td>
<td>.52</td>
</tr>
<tr>
<td>(6/4,7/3)</td>
<td>.64</td>
<td>.64</td>
<td>(3/7,7/3)</td>
<td>.37</td>
<td>.58</td>
</tr>
<tr>
<td>(6/4,8/2)</td>
<td>.72</td>
<td>.77</td>
<td>(3/7,8/2)</td>
<td>.41</td>
<td>.64</td>
</tr>
<tr>
<td>(6/4,9/1)</td>
<td>.73</td>
<td>.82</td>
<td>(3/7,9/1)</td>
<td>.44</td>
<td>.73</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>(4/6,6/4)</td>
<td>.43</td>
<td>.57</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>(4/6,7/3)</td>
<td>.45</td>
<td>.65</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>(4/6,8/2)</td>
<td>.49</td>
<td>.70</td>
</tr>
<tr>
<td></td>
<td></td>
<td></td>
<td>(4/6,9/1)</td>
<td>.51</td>
<td>.75</td>
</tr>
</tbody>
</table>

Note. The terms "rightward" and "leftward" refer to the end of the response scale favored by the second sample. Leftward ratings smaller than corresponding rightward ratings indicate recency.
Figure 1

SAMPLE
7 LARGE
3 SMALL

FIRST

\[\text{MILLING NORMALLY (50\%)}\]
\[\text{MILLING TOO LARGE (75\%)}\]
DISTRIBUTION LIST

OSD

CDR Paul R. Chatelier
Office of the Deputy Under Secretary of Defense
OUOSRRE (E&LS)
Pentagon, Room 3D129
Washington, D.C. 20301

Dr. Stuart Starr
Office of the Assistant Secretary of Defense (C31)
Pentagon
Washington, D.C. 20301

Department of the Navy

Engineering Psychology Programs
Code 442
Office of Naval Research
800 North Quincy Street
Arlington, VA 22217 (5 cys)

Manpower, Personnel and Training Programs
Code 270
Office of Naval Research
800 North Quincy Street
Arlington, VA 22217

Operations Research Programs
Code 411-OR
Office of Naval Research
800 North Quincy Street
Arlington, VA 22217

Statistics and Probability Program
Code 411-S&P
Office of Naval Research
800 North Quincy Street
Arlington, VA 22217

Information Systems Program
Code 411-IS
Office of Naval Research
800 North Quincy Street
Arlington, VA 22217

Office of the Navy

CDR K. Hull
Code 410B
Office of Naval Research
800 North Quincy Street
Arlington, VA 22217

Department of the Navy

Special Assistant for Marine Corp Matters
Code 100M
Office of Naval Research
800 North Quincy Street
Arlington, VA 22217

Commanding Officer
ONR Eastern/Central Regional Office
ATTN: Dr. J. Lester
Building 114, Section D
666 Summer Street
Boston, MA 02215

Commanding Officer
ONR Western Regional Office
ATTN: Mr. R. Lawson
1030 East Green Street
Pasadena, CA 91106

Commanding Officer
ONR Western Regional Office
ATTN: Dr. E. Gloye
1030 East Green Street
Pasadena, CA 91106

Office of Naval Research
Scientific Liaison Group
American Embassy, Room A-407
APO San Francisco, CA 96503

Director
Naval Research Laboratory
Technical Information Division
Code 2627
Washington, D.C. 20375 (6 cys)
Department of the Navy

CDR W. Moroney
Code 55MP
Naval Postgraduate School
Monterey, CA 93940

Department of the Army

Mr. J. Barber
HQS, Department of the Army
DAPE-MBR
Washington, D.C. 20310

Dr. Joseph Zeidner
Technical Director
U.S. Army Research Institute
5001 Eisenhower Avenue
Alexandria, VA 22333

Director, Organizations and Systems Research Laboratory
U.S. Army Research Institute
5001 Eisenhower Avenue
Alexandria, VA 22333

Technical Director
U.S. Army Human Engineering Labs
Aberdeen Proving Ground, MD 21005

ARI Field Unit-USAREUR
ATTN: Library
C/O ODCSPER
HQ USAREUR & 7th Army
APO New York 09403

Department of the Air Force

U.S. Air Force Office of Scientific Research
Life Sciences Directorate, NL
Bolling Air Force Base
Washington, D.C. 20332

Chief, Systems Engineering Branch
Human Engineering Division
USAF AMRL/ HES
Wright-Patterson AFB, OH 45433

Dr. Earl Alluisi
Chief Scientist
AFHRDL/COR
Brooks AFB, TX 78235

Foreign Addresses

North East London Polytechnic
The Charles Myers Library
Livingstone Road
Stratford
London E15 2LJ
ENGLAND

Professor Dr. Carl Graf Hoyos
Institute for Psychology
Technical University
8000 Munich
Arcisstr 21
FEDERAL REPUBLIC OF GERMANY

Dr. Kenneth Gardner
Applied Psychology Unit
Admiralty Marine Technology Establishment
Teddington, Middlesex TW11 OLN
ENGLAND

Director, Human Factors Wing
Defense & Civil Institute of Environmental Medicine
Post Office Box 2000
Downsview, Ontario M3M 3B9
CANADA

Dr. A. D. Baddeley
Director, Applied Psychology Unit
Medical Research Council
15 Chaucer Road
Cambridge, CB2 2EF
ENGLAND

Other Government Agencies

Defense Technical Information Center
Cameron Station, Bldg. 5
Alexandria, VA 22314 (12 cys)

Dr. Craig Fields
Director, System Sciences Office
defense Advanced Research Projects Agency
1400 Wilson Blvd
Arlington, VA 22209

Dr. Judith Daly
System Sciences Office
defense Advanced Research Projects Agency
1400 Wilson Blvd
Arlington, VA 22209
Other Government Agencies

Professor Douglas E. Hunter  
Defense Intelligence School  
Washington, D.C. 20374

Other Organizations

Dr. Robert R. Mackie  
Human Factors Research, Inc.  
5775 Dawson Avenue  
Goleta, CA 93017

Dr. Gary McClelland  
Institute of Behavioral Sciences  
University of Colorado  
Boulder, CO 80309

Dr. Jesse Orlansky  
Institute for Defense Analyses  
400 Army-Navy Drive  
Arlington, VA 22202

Professor Howard Raiffa  
Graduate School of Business Administration  
Harvard University  
Soldiers Field Road  
Boston, MA 02163

Dr. Paul Slovic  
Decision Research  
1201 Oak Street  
Eugene, OR 97401

Dr. Amos Tversky  
Department of Psychology  
Stanford University  
Stanford, CA 94305

Dr. Robert T. Hennessy  
NAS National Research Council  
2101 Constitution Ave., N.W.  
Washington, D.C. 20418

Dr. M. G. Samet  
Perceptronics, Inc.  
6271 Variel Avenue  
Woodland Hills, CA 91364

Dr. Robert Williges  
Human Factors Laboratory  
Virginia Polytechnic Institute and State University  
130 Whittemore Hall  
Blacksburg, VA 24061

Other Organizations

Dr. Alphonse Chapanis  
Department of Psychology  
The Johns Hopkins University  
Charles and 34th Streets  
Baltimore, MD 21218

Dr. Meredith P. Crawford  
American Psychological Association  
Office of Educational Affairs  
1200 17th Street, N.W.  
Washington, D.C. 20036

Dr. Ward Edwards  
Director, Social Science Research Institute  
University of Southern California  
Los Angeles, CA 90007

Dr. Charles Gettys  
Department of Psychology  
University of Oklahoma  
455 West Lindsey  
Norman, OK 73069

Dr. Kenneth Hammond  
Institute of Behavioral Science  
University of Colorado  
Room 201  
Boulder, CO 80309

Dr. William Howell  
Department of Psychology  
Rice University  
Houston, TX 77001

Dr. Richard W. Pew  
Information Sciences Division  
Bolt Beranek & Newman, Inc.  
50 Moulton Street  
Cambridge, MA 02238

Dr. Hillel Einhorn  
University of Chicago  
Graduate School of Business  
1101 E. 58th Street  
Chicago, IL 60637

Mr. Tim Gilbert  
The MITRE Corporation  
1820 Dolly Madison Blvd  
McLean, VA 22102
Other Organizations

Dr. Douglas Towne  
University of Southern California  
Behavioral Technology Laboratory  
3716 S. Hope Street  
Los Angeles, CA  90007

Dr. John Payne  
Duke University  
Graduate School of Business  
Administration  
Durham, NC  27706

Dr. Baruch Fischhoff  
Decision Research  
1201 Oak Street  
Eugene, OR  97401

Dr. Andrew P. Sage  
University of Virginia  
School of Engineering and Applied  
Science  
Charlottesville, VA  22901

Dr. Leonard Adelman  
Decisions and Designs, Inc.  
8400 Westpart Drive, Suite 600  
P.O. Box 907  
McLean, VA  22101

Mr. Joseph G. Wohl  
Alphatech, Inc.  
3 New England Industrial Park  
Burlington, MA  01803

Dr. Rex Brown  
Decision Science Consortium  
Suite 721  
7700 Leesburg Pike  
Falls Church, VA  22043

Dr. Wayne Zachary  
Analytics, Inc.  
2500 Maryland Road  
Willow Grove, PA  19090
8. Marcia A. Derr & Dominic W. Massaro - The contribution of vowel duration, F,

contour, and frication duration as cues to the /juz/ - /jus/ distinction. September 1978.

University of Wisconsin-Madison